TuTl

Modeling the Potential of Message-Free Communication via CXL.mem

Stepan Vanecek (TU Munich)

stepan.vanecek@tum.de

Matthew Turner (HPE)
Manisha Gajbe (Qualcomm)

Matthew Wolf
Martin Schulz (Tu Munich)

SCA/HPCAsia 2026 | Osaka, Japan | 28th January 2026



mailto:stepan.vanecek@tum.de

Executive Summary

Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26



Executive Summary

Current & Future Landscape

 CXL.mem will enable cross-node data transfer
» Optimization potential for baseline MPI
applications
« Communication principles changing

* Motivating questions:
* Which version (MPI x CXL) performs better?
* Which MPI buffers have the highest
potential for speedup?
* Which speedup to expect?
* Where exactly to look in the source code?
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Current & Future Landscape Performance Model

 CXL.mem will enable cross-node data transfer
» Optimization potential for baseline MPI
applications

» Communication principles changing ===y + \odel both impact on the
I communication and data accesses

* Motivating questions: : : _
+ Which version (MPI x C Predicts up to 1.6x point-to-point -~y performance

» Which MPI buffers have speedup In our experiments arity

potential for speedup:

» Which speedup to expect? _> Quantifiable results (MPI vs CXL)
« Where exactly to look in the source code? —> Clear connection to source code

Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26



Shared vs. distributed memory

Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26



Shared vs. distributed memory

G Shared memory
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Shared vs. distributed memory
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Shared vs. distributed memory

G Shared Q Distributed memory

9 CXL memory pooling
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Two modes of data exchange

MPI| — Local buffers CXL — Pooled memory buffers

CXL.mem
pooling
device
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Two modes of data exchange

MPI| — Local buffers CXL — Pooled memory buffers

(1) Write to send buffer
(2 Copy (network transfer)
B3 Read from recv buffer

CXL.mem
pooling
device
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Two modes of data exchange

MP| — Local buffers

(1) Write to send buffer
(2 Copy (network transfer)
B3 Read from recv buffer

® Faster, higher capacity access

© Additional copy source->target

Only local memory accesses

Default communication paradigm (send + recv buffer)

CXL — Pooled memory buffers

(1) Write to buffer
(2 Signal done
@) Read from buffer

@ Signal done

CXL.mem
pooling
device

© Slower, lower throughput

® No need for a data copy

Data in both local and CXL-attached memory
Different communication principles (one buffer only)
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MPI vs CXL — what to prefer?

[ Network Switch ]

CXL.mem
pooling
device
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[ Network Switch ]

e Which version performs better?

= Depends on the MPI call

sig

CXL.mem
pooling
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[ Network Switch ]

e Which version performs better?
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MPI vs CXL — what to prefer?

a Which version performs better?
= Depends on the MPI call

Which MPI buffers have the most speedup potential?
Which speedup to expect?

a Where exactly to look in the source code?

System design perspective:
Will my application mix benefit from CXL?
How does my CXL pools need to perform to bring [ Tache | | | [cxLmem

pooling
device

substantial benefit to applications?
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Performance model requirements

Recap:

 MPI vs CXL: Different data transfer AND data
access characteristics
» Baseline: existing MPI| code
* Motivating questions:
* Which version (MPI| x CXL) performs better?
* \Which MPI buffers have the highest

potential for speedup?
* \Which speedup to expect?
* Where exactly to look in the source code?
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0 Data Transfer overhead

Q Data Access overhead
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0 Data Transfer overhead

Q Data Access overhead

Network Switch ]

[ CXL Switch

[ Node NI [ Node IC [ Node IC [ Node NI
PC le le PC
copy :
Local Local u
Local Me Local N M sig
buf buT (Copy) em. em
 Cache ' Cachg . ' Cache "~ Cachel ' | [cxL.mem
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Performance model TUTI

@ Data Transfer overhead
 MPI: Hockney model

Trransfer = Z (MPI_LAT + bufsz/MPI_BW)
MPI MPI Trace

« CXL: Signalling mechanism

Trransfer = Z (2 * CXL_ATOMIC_LAT)
CXL MPI Trace

* Isolated from (2) = can easily be replaced / extended

Q Data Access overhead
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Performance model TUTI

@ Data Transfer overhead (o) 2

 MPI: Hockney model = o
buf . ngfa (Icopy)

Trransfer = Z (MPI_LAT + bufsz/MPI_BW) Eﬁ%éﬁé:i | Cahg

MPI MPI Trace WR P

[ CXL Switch ]

« CXL: Signalling mechanism

Trranger = ), (2% CXL_ATOMIC_LAT) Byl I e Y|
o e RO
, Cacte . ,_Cache] CXLmem

* |solated from (2) = can easily be replaced / extended il e A

Q Data Access overhead
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Performance model

G Data Transfer overhead

@ Data Access overhead
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Performance model

G Data Transfer overhead

@ Data Access overhead

* Modeling impact of higher load latencies and lower throughput when
accessing (former) MPI buffers

» Converting sample latency to overhead

» Differences based on application characteristics (PAPI)
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Application Characterization Categories
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Performance model TUTI

0 Data Transfer overhead

@ Data Access overhead

Application Characterization Categories

Load Queue Slots

.............. 4
____________ B g Latency-limited: no parallelization
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Performance model TUTI

0 Data Transfer overhead

@ Data Access overhead

Application Characterization Categories

1. Memory Bandwidth-bound
= % of memory bandwidth
2. Memory Latency-bound
= [ 3 LD miss %, while not (1)
3. Cache Bandwidth-bound [
= % of MAX(L1,L2) bandwidth
4. Cache Latency-bound
= | 2 | Ds /total LDs, while not (1),(2),(3)
5. Compute (mixed)
= |f neither of the above
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G Data Transfer overhead

@ Data Access overhead

Memory latency limited

Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26

13



Performance model

G Data Transfer overhead

@ Data Access overhead

Memory latency limited

MPI| overhead

Taccess = ( Z lat) * rate/ LPF_LAT

MPI LD Trace
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G Data Transfer overhead

@ Data Access overhead

Memory latency limited

MPI| overhead

Taccess = ( Z lat) * rate/ LPF_LAT

MPI LD Trace
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Load Queue Slots

4

3
2
1

Latency-limited code => no parallelization of loads

LD2

LD3

LD4

Bandwidth-limited code =>

LD4 LD8 LD10
LD3 || LD5 LD9
LD2 LD7 LD11
LD1 LD6 LD12

multiple parallel loads

time >
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G Data Transfer overhead

@ Data Access overhead

Memory latency limited

MPI| overhead

TAccess = ( Z lat

MPI LD Trace Load Queue Slots
_ . 4
CacheHit 3
Latency-limited code => no parallelization of loads
+ Z lat e
1 LD1 LD2 LD3 LD4 LD5 S
LD Trace time >
LFB Load Queue Slots
4 LD4 LD8 LD10
%k
+ Z lat) I’CIIE/LPF_LAT 3 LD3 LD5 LD9 Bandwidth-limited code =>
LD_Trace 2 LD2 LD7 LD11 multiple parallel loads
CacheMiss 1 LD1 LD6 LD12 P
time >
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G Data Transfer overhead

@ Data Access overhead

Memory latency limited

MPI| overhead CXL overhead
TAccess = ( Z lat TAccess = ( 2 lat
MPI LD_TI”CICB CXL LD_TI"CZC@ Load Queue Slots
CacheHit CacheHit 4
3 L . ~ L
atency-limited code => no parallelization of loads
+ Y lat + Y (lat+CXL_LAT-MEM_LAT) | 2
1 LD1 LD2 LD3 LD4 LD5 LR
LD_Trace LD_Trace ——
LFB LFB Load Queue Slots
% % 4 LD4 LD8 LD10
LD Trace LD Trace 2 D2 (D7 [ D14 multiple parallel loads
CacheMiss CacheMiss 1 LD1 LD6 LD12

time >
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G Data Transfer overhead

@ Data Access overhead A ®
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Latency-limited code => no parallelization of loads
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LFB LFB Load Queue Slots
4 LD4 LD8 LD10
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Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26 13



Performance model TUTI

G Data Transfer overhead

@ Data Access overhead A ®®

............... — - CXL —
| . DDR @ @ E E !Befgre
Memory latency limited | e

1
- L2 Latency
experienced
L1 by program

MPI| overhead CXL overhead

Load
Latency
TAccess = ( Z lat TAccess = ( 2 lat
MPI LD_TI”CICB CXL LD_TI"CZC@ Load Queue Slots
CacheHit CacheHit 4
3 L o ~ L
atency-limited code => no parallelization of loads
+ Y lat + Y (lat+CXL_LAT-MEM_LAT) | 2
1 LD1 LD2 LD3 LD4 LD5 =ty
LD_Trace LD_Trace ——
LFB LFB Load Queue Slots
% % 4 LD4 LD8 LD10
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Performance model

G Data Transfer overhead

@ Data Access overhead
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CXL overhead
TAccess = ( Z lat

CXL LD Trace
CacheHit

+ ) (lat+CXL_LAT-MEM_LAT)

LD Trace
LFB

n Z CXL_LAT)* rate/LPF_LAT

LD Trace
CacheMiss

Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26

14



Performance model

G Data Transfer overhead
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Performance model

G Data Transfer overhead

@ Data Access overhead

Memory latency limited Memory bandwidth limited
MPI| overhead

CXL overhead Taceess=( ), lat

MPI LD _ Trace
lat DemandCacheHit

LD Trace + Z lat

CacheHit LD Trace

+ Y (lat+CXL_LAT-MEM_LAT) PrefetchCacheHi

LD Trace + Z lat
LFB LD Trace

+ Z CXL_LAT) * rate/ LPF_LAT P

LD Trace t Z lat)
LD Trace

CacheMiss
*rate/ LPF_BW

CacheMiss

Modeling the Potential of Message-Free Communication via CXL.mem | Stepan Vanecek | SCA/HPCAsia 2026 | 28th Jan’26

14



Performance model TUTI

G Data Transfer overhead

@ Data Access overhead
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Workflow
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Workflow

0 Generate the MPI traces & data access traces

- MPI traces = data transfer overhead
- HW samples = data access overhead
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» Create overall application profile
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Workflow

0 Generate the MPI traces & data access traces

- MPI traces = data transfer overhead
- HW samples = data access overhead

© Collect PAPI metrics

» Create overall application profile

Q Post-process the data & create performance predictions
» Use data from steps (1) and (2)

» Offline post-processing
» User-defined system parameters
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Mitos Data Collection
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A

Tutl

Modeling extensions,

not a part of mainline

Mitos

Create per-socket
MPI communicator

Start uncore counters

One rank per socket

Start core counters

Stop core counters

Stop uncore counters

One rank per socket

Bcast uncore counters

Store results

to file (per-rank)

User. App
: linked mitoshooks library
int main(...)
——>» PMPL_Init(...)
MP1_Init() configure sampling
store hwloc dump
<€—— begin sampling
| <€ :
program -~ T 2| intercept selected
execution & - - - "|MPI calls (PEBS-only)
4
PEBS or
PAPI
PEBS PAPI
stop sampling
MPI_Finalize() g ) N
merge per-process %
sample outputs g
Dyninst code <
attribution T
\ . T )
<—PMPI_Finalize(..)[€
return O;
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Mitos Data Collection TUum

@ P M P I h OO kS Usel‘iApp Modeling extensions,

not a part of mainline

. linked mitoshooks library |
| Mitos

Create per-socket
MPI communicator

Start uncore counters

One rank per socket

Start core counters

program
execution

Stop core counters

Stop uncore counters

One rank per socket

merge per-process

sample outputs
attribution

Store results

PMPI_Finalize(... to file (per-rank)

Rank 0 only
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Mitos Data Collection

A

User. App

PMPI hooks

PEBS HW

sample collection

MPI rank
Timestamp
Address
Load latency

Data source (cache level)
P

program .-~
execution - -

az|leul
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linked mitoshooks library

Modeling extensions,
not a part of mainline
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One rank per socket
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Start core counters

MPI *recv
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Stop core counters

StO p & Stop uncore counters
post-process

PEBS

One rank per socket

Bcast uncore counters

Store results
to file (per-rank)




Mitos Data Collection TUum

@ P M P I h OO kS Usel‘iApp Modeling extensions,

PEBS HW MPI traces
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MPI rank Source, target rank & Start Start uncore counters
TlmeStamp TlmeStamp (Start+end) PEBS Onerank,zl)ersocket
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( ) program MPI_*recv

IP
PEBS or
PAPI !
PERQ | =0 PAP| ;
‘
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p O St_ p ro C e S S One rank per socket
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PERS [Bosstuncore couners

Store results
to file (per-rank)
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1dIN

az|leul

A A
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Mitos Data Collection TUum
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Mitos Data Collection TUum

PMPI hooks s

PEBS HW MPI traces

Mitos
- —

sample collection collection Configure & g,

Source, target rank & start DAP
Timestamp (start+end) PEBS

Buffer address range sampling
Load latency .- MPI Request - P

Data source (cache level
( ) program MPI_*recv

IP
) Y
Stop PAPI
collection

linked mitoshooks library

collection

N

PAPI metrics collection (2nd run)

Main memory (socket) loads
= One MPI rank per socket

Elapsed cycles

Number of instructions executed PEBS

L1, L3 cache load miss count . y

ozlleuld |dWN

Stop &
post-process
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Model validation: Setup

Target setup

CXL.mem device

4 N
lock |w r
| shared buffer

\_ A y,

Node 1 Node 2
. N [ST LD| £ N
Local memory Local memory
(DDR4) (DDR4)
|send buffer : Sl\glr::é r| recv buffer |
recv
ST; / \ qrLD
MPI rank 1 MPI rank 2
. J \_ J

Experimental setup

Node 1

r

Local memory
(DDR4)

| recv buffer

MPIA
send |(=memcpy)

recv

| send buffer |

Optane (xXNUMA DDR)

lock |w r
shared buffer

of

MPI rank 1

LD

MPI rank 2
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Model validation: Setup

Target setup
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Model validation: Setup

Target setup

CXL.mem device

Slower memory,
A/accessible by both ra

4 N
lock |w r
| shared buffer

\_ A y,

Node 1 Node 2
. N [ST LD| £ N
Local memory Local memory
(DDR4) (DDR4)
|send buffer : Sl\glr::é r| recv buffer |
recv
ST; / \ qrLD
MPI rank 1 MPI rank 2
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Model validation: Heat Transfer on 2D Plane

» Halo layers exchanged via MPI: N,S,W,E
* Inner tile always in the local memory
* No unpack, calculating halo contributions from recv buffers

 Evaluation scenarios:

1. MPI baseline

N+S “horizontal” halos in Optane (simulating CXL), rest via MPI

W+E “vertical” halos in Optane (simulating CXL), rest via MPI

N+S “horizontal” halos in off-NUMA DDR (simulating CXL), rest via MPI
W+E “vertical” halos in off-NUMA DDR (simulating CXL), rest via MPI

a bk~ 0N

Data allocation:

Local memory

MPI: local memory

CXL: memory pool
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Model validation: Heat Transfer on 2D Plane

Scenarios

1. MPI baseline

2. N+S "horizontal” halos in Optane, rest via MP|

3. W+E “vertical” halos in Optane, rest via MPI

4. N+S “horizontal” halos in oft-NUMA DDR, rest via MPI
5. W+E “vertical” halos in off-NUMA DDR, rest via MPI
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Model validation: Heat Transfer on 2D Plane UM

Scenarios Observations
 Smaller halos = larger gains / losses
* Optane slower, DDR faster (vs. MPI)

1. MPI baseline

2. N+S "horizontal” halos in Optane, rest via MPI

3. W+E “vertical” halos in Optane, rest via MPI

4. N+S “horizontal” halos in oft-NUMA DDR, rest via MPI
5. W+E “vertical” halos in off-NUMA DDR, rest via MPI

» Horizontal halos in Optane/DDR benefit less
than vertical

Measured Performance: Reference implementation
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Toolchain validation: Multi-node setup
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Toolchain validation: Multi-node setup

Actual system What we model
[Network Switch] | CXL Switch |
_ ],_ _
[ Node NIC ) [ Node NIC ) [ Node NIC ) [ Node Nl([ 1 I a |
— |
- I
PCle FCle | PCle PCle | |
copy Local Local | | !)_f — |
u
Local Merh. Local Mom. Mem. Mem. =
buf buf (copy) WR I | |
RD RD |
WR \ 4 ICXL.memI
CPUO |CPU1 CPUO | cPU1 CPUO [CPU1 CPUO [CPU1 pooling |
| device |
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Toolchain validation: Multi-node setup

A\ Disclaimer A\

No CXL.mem 3.1+ hosts available

Used system has NO CXL memory

Model parameters estimated

ONLY toolchain validation possible
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| device |
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Toolchain validation: Multi-node setup

Used system has NO CXL memory

Model parameters estimated

ONLY toolchain validation possible
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Findings
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Findings TUTI

» Per-MPI call granularity distinguishes different access patterns of MPI buffers

» Naive implementation on-node yields only small gains

» Cross-node performance promising (1.59x in our model)

- Both data access AND data transfer are crucial — each can determine the output

Stencil Optane: MPI Buffer Data Transfer Overhead HPCG Optane: MPI Buffer Data Transfer Overhead (MPI vs. CXL)
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» Per-MPI call granularity distinguishes different access patterns of MPI buffers

» Naive implementation on-node yields only small gains

» Cross-node performance promising (1.59x in our model)

- Both data access AND data transfer are crucial — each can determine the output

Stencil Optane: MPI Buffer Data Transfer Overhead HPCG Optane: MPI Buffer Data Transfer Overhead (MPI vs. CXL)
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HPCG: (almost) fully dominated by data accesses
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Modeling the Potential of Message-Free Communication via CXL.mem TUTI

Main contributions Toolchain + Novel Model

» Toolchain and performance model for evaluating » Minimal user effort needed
cross-node communication over CXL » Built on top of extended Mitos toolchain
» Minimal end-to-end user effort to generate predictions » Model considers both data transfer AND data

» Validated against on-node reference on 2 use-cases access overheads

» Underlines the need to evaluate both » Data access overhead based on app characteristics
» Data transfers (MPIl send-recv) » Collects MPI and LD traces (PMPI + PEBS)
- Data accesses (data load/store)
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