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Abstract. Dynamic Resource Management (DRM) increases schedul-
ing flexibility, improving both system performance and individual job
execution.

Supporting DRM, however, requires applications to adapt to dynamic
changes in allocated resources. Higher-level programming models, such
as task-based programming, can simplify this by hiding the complexity
of process management and data redistribution.

In this work, we integrate the adaptive features of the Charm-++ pro-
gramming model into the generic Dynamic Processes with PSets (DPP)
design as a step towards mainstreaming the use of DRM on HPC sys-
tems. To this end, we implement DynCharm, a PMIx-based proxy pro-
cess manager between Charm++ and the dynamic resource manager,
and demonstrate its applicability in DRM scenarios on up to 16 nodes.

Keywords: Dynamic Resource Management - Parallel Programming
Models - High-Performance Computing.

1 Introduction

Scaling HPC systems to thousands of cores poses challenges in communication,
load balancing, fault tolerance, and power management [3,7]. These challenges
become even more pronounced on exascale systems.

Traditionally, HPC resource management has employed static job allocation,
which fixes resources at launch and limits runtime adaptability, thereby reducing
utilization and increasing energy consumption [12].

To overcome these limitations, Dynamic Resource Management (DRM) en-
ables applications to adjust resources at runtime; however, most HPC software
assumes static allocations, necessitating a redesign throughout the software stack
(resource managers, parallel frameworks, applications) to support DRM [2].

1.1 Charm++

Charm++ [16, 8] has been one of the first parallel programming frameworks
to embrace dynamic resources, managing process migration and load balanc-
ing within the adaptive Charm++ Runtime System (RTS) [9]. This hides the
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complexities of dynamic process management and data redistribution from de-
velopers, facilitating the development of dynamic applications and programming
models such as Adaptive MPI [14]. In the past, Charm++ RTS has been shown
to be integratable with various HPC and cloud resource managers, including
custom implementations [17], Maui/Torque [10], and Kubernetes [1], using the
Converse Client Server (CCS) interface [13].

1.2 Dynamic Processes with PSets (DPP)

Although the Charm-++ research line enabled resource adaptivity and demon-
strated its benefits, DRM is still not established on today’s production HPC
systems. This is due to the lack of a holistic, generic, and standardized DRM
approach for HPC, which is required to support the wide range of applications,
programming models, and resource managers on these systems [4].

To this end, DPP [4] introduced generic design principles for DRM inter-
faces in the HPC software stack, utilizing a graph-based abstraction based on
process sets (PSets) and PSet operations (PSetOps) to describe dynamic pro-
cess management and associated optimization information for dynamic resource
scheduling. In a recent paper, this approach has been demonstrated to be appli-
cable to HPC standards such as MPI and PMIx and to support different types
of applications [6].

1.3 Contributions of this work

In this work, we combine the programmability and advanced load-balancing
capabilities of Charm+-+ with the genericity of DPP as a step towards main-
streaming the use of DRM on HPC systems.

We developed DynCharm, a proxy layer between the resource manager and
the Charm++ RTS. DynCharm exposes the Charm-++ RTS to the resource
manager using DPP’s graph-based abstractions. To this end, the runtime pro-
cesses of the Charm-++ RTS are exposed to DynRM as PSets and support for
reconfiguration in the number of runtime processes is expressed as graph opera-
tions (PSetOps). Reconfiguration decisions made by DynRM are then translated
into corresponding CCS calls to rescale the Charm+-+ RTS.

We evaluated our prototype with a standard 2-D Jacobi stencil example.
Our results quantify the overheads of expansion operations and demonstrate the
capability of our approach to integrate Charm++ applications into DPP-based,
performance-aware, dynamic graph scheduling.

2 DynCharm Design

In this section, we describe the design of DynCharm and its integration with the
DynRM resource manager [6] and the Charm++ RTS.
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2.1 Conceptional Overview

We begin by providing a high-level conceptual overview of the software stack as
illustrated in Fig. 1.

The system-level dynamic RM /scheduler hosts a PMIx server that communi-
cates with other PMIx servers via the PMIx Tool interface. On compute nodes,
process managers run as PMIx servers, supporting runtime systems for program-
ming models like MPI, which may leverage shared-memory parallelism such as
OpenMP. DynCharm serves as a proxy process manager for Charm+-+ applica-
tions by using charmrun and interacting with the Charm+-+ RTS.
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Fig.1: Overview of DynCharm integration in a PMIx-based software
stack. This integration allows dynamic scheduling of applications with different
programming models, such as MPI (left) and Charm++ (right), using the generic
DPP approach via the standardized PMIx interface.

Compute Node

2.2 DynRM DynCharmProcessManagerModule

DynRM [6] supports different programming models via System and ProcessMan-
ager modules. The System module orchestrates task distribution, while Process-
Manager modules launch, monitor, and terminate runtime instances, and provide
connectivity information to the System module. We implemented a DynCharm-
ProcessManager module to manage DynCharm instances in DynRM.

2.3 DynCharm Process Manager

The DynCharm Process Manager is the core integration layer between DynRM
and Charm++ RTS. It operates a PMIx server for interaction with DynRM and
a CCS client for controlling the Charm+-+ RTS. Its main responsibilities are:
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— Application Launch: Handles PMIx_Spawn requests from DynRM by gen-
erating nodelist and map files and launching applications via charmrun.

— Reconfiguration: Advertising reconfiguration support to DynRM via
PMIx_Allocation_request, and, upon scheduler decisions, updating resource
descriptions to trigger Charm-+-+ shrink/expand operations via CCS.

— Termination: Detecting application termination and reporting the corre-
sponding PSetOp to DynRM.

With the generic DPP approach, we can embed this dynamic resource paral-
lelization pattern into PSet graph operations of the form ADD{REPLACE}*SUB,
matching common iterative application patterns (cf. [5]).

3 Performance Evaluation

In this section, we analyze the performance impact of dynamic resource scaling
on Charm+-+ applications and demonstrate its integration into the DPP-based,
performance-aware, dynamic scheduling.

3.1 Test System and Software

We used SuperMUC-NG Phase 1 at the Leibniz Supercomputing Centre [18§],
with up to 16 nodes (Intel Skylake Xeon Platinum 8174, 48 cores per node,
96GB of memory). The software environment was prepared via Spack [11] using
a dedicated environment [15]. Since the employed Charm-++ version did not
reliably support shrinking, we focused our experiments on expansions. We used
DynRM as the primary scheduler within an interactive SLURM allocation.

3.2 Test Configurations

For our evaluation, we used three instances of Jacobi2D differing in grid size and
the total number of charges, resulting in different parallel fractions, as listed in
Tab. 1. To achieve sufficient scalability across nodes, 4 processes per node were
used in all experiments.

Parameter Configuration A Configuration B Configuration C

Grid Size 12000 6000 4800
Block Size 800 400 800
Serial Fraction 0.2234% 0.3293% 3.2818%

Table 1: Parameters used for application configurations.
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Fig. 2: Iteration durations for Configurations A, and C expanding from
one to 16 nodes with 4 cores per node. The scatter plot (top) indicates
reconfiguration overheads. Pre-Expand Duration indicates the initial iteration
duration for a single node.

3.3 Application Scaling and Reconfiguration Overhead

For the scalability analysis, we scaled the application from 1 node (4 cores) to
16 nodes (64 cores), adding one node per reconfiguration. Figure 2 shows the
per-iteration runtime. As expected, configuration A scales better than configu-
ration C due to its larger grid size, but also exhibits higher expansion and post-
expansion load-balancing overheads in early phases. In both configurations, two
load-balancing iterations are required before the iteration durations stabilize.
Beyond 32 cores, the reconfiguration overheads converge as the decomposition
becomes too coarse.

3.4 Performance-Aware Dynamic Scheduling

Figure 3 compares DPP-based performance-aware scheduling as introduced in [6]
for Configuration A-B and A-C using predetermined parameters for Amdahl’s
law. In this setup, two Charm++ applications run simultaneously, competing for
available resources (10 nodes). To decide on resource allocation, the scheduling
policy compares expected speedups based on the applications’ scalability models.
Resource allocations are then dynamically adjusted to maximize overall system
throughput using a discrete steepest ascent approach.

For A-B, both configurations receive nearly the same number of nodes be-
cause their serial fractions are very similar, with A receiving one additional node
because its serial fraction is slightly smaller. In contrast, for A-C, DynRM as-
signs most of the available nodes to A, since C’s larger serial fraction limits its
scalability. As a result, C gets fewer nodes. This demonstrates that our approach
effectively integrates Charm-+ applications into DynRM’s performance-aware,
graph-based scheduling, leveraging the DPP approach.
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Fig. 3: Performance-aware scheduling decisions for configurations A-B and A-C.

In contrast to Fig 3b, Fig 4 shows the same setup without performance-
aware scheduling, i.e., applications are assumed to exhibit similar scaling char-
acteristics. In this case, configurations A and C are assigned a similar amount
of resources, resulting in reduced parallel efficiency for configuration C. As a
consequence, the total makespan is slightly increased.
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Fig. 4: Performance-unaware scheduling decisions for configuration A-C.

4 Conclusion and Future Work

We presented DynCharm, a proxy layer that integrates Charm-+-+ with the
DPP design, enabling DRM through DPP abstractions. Our evaluation shows
that this approach allows Charm+-+ applications to participate in DPP-based,
performance-aware dynamic scheduling. By combining Charm-+-’s transparent
adaptivity with DPP’s generic design, DynCharm takes a further step toward
mainstream adoption of dynamic resources on HPC systems.

Future work will focus on supporting shrinking, evaluating more complex
Charm++ applications at larger scales, and refining performance models to fur-
ther improve dynamic scheduling decisions.
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