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Abstract

With the increasing complexity and heterogeneity of HPC systems and applica-
tions, identifying optimal configurations of application and execution parameters

becomes progressively more challenging.

Auto-tuning frameworks address this issue by exploring optimization spaces
through repeated executions with varying parameter sets. Existing approaches
typically rely on either job chaining—repeated submission of individual jobs—
or pilot jobs, where multiple application instances run within a single allocation.
Job chaining incurs substantial turnaround times, while pilot jobs often result in
underutilized resources because allocation sizes are chosen based on the largest

configuration.

To mitigate these limitations, this work investigates dynamic resource manage-
ment within the auto-tuning framework GPTune. Building on the Dynamic
Processes with Psets (DPP) approach, we enable runtime reallocation of resources
to better match application demands. We demonstrate DPP approach can be
implemented into GPTune and sample applications. Using various experiments on
a real HPC system, we demonstrate the impact of these adaptations on resource
utilization and the associated overhead.

Experimental results indicate that dynamic resource management enhances re-
source utilization efficiency while maintaining acceptable overhead levels and also

keeping the original functionality of the framework intact.



Zusammenfassung

Angesichts der zunehmenden Komplexitdt und Heterogenitit von HPC-Systemen
und -Anwendungen wird es immer schwieriger, die optimalen Konfigurationen fiir

Anwendungs- und Ausfithrungsparameter zu ermitteln.

Autotuning-Frameworks 16sen dieses Problem, indem sie Optimierungsraume
durch wiederholte Ausfithrungen mit unterschiedlichen Parameterséitzen untersu-
chen. Bestehende Ansétze basieren in der Regel entweder auf Job-Verkettung —
der wiederholten Ubermittlung einzelner Jobs — oder auf Pilot-Jobs, bei denen
mehrere Anwendungsinstanzen innerhalb einer einzigen Zuweisung ausgefiihrt
werden. Job-Verkettung verursacht erhebliche Durchlaufzeiten, wahrend Pilot-
Jobs oft zu einer Unterauslastung der Ressourcen fiithren, da die Zuweisungsgrofien

auf der Grundlage der grofiten Konfiguration gewéhlt werden.

Um diese Einschrinkungen zu mildern, untersucht diese Arbeit das dynamische
Ressourcenmanagement innerhalb des Autotuning-Frameworks GPTune. Aufbau-
end auf dem Ansatz ,Dynamic Processes with Psets” (DPP) ermoglichen wir die
Neuzuweisung von Ressourcen zur Laufzeit, um den Anforderungen der Anwen-
dung besser gerecht zu werden. Wir zeigen, dass der DPP-Ansatz in GPTune und
Beispielanwendungen implementiert werden kann. Anhand verschiedener Experi-
mente auf einem realen HPC-System demonstrieren wir die Auswirkungen dieser
Anpassungen auf die Ressourcennutzung und den damit verbundenen Overhead.
Die Versuchsergebnisse zeigen, dass das dynamische Ressourcenmanagement die
Effizienz der Ressourcennutzung verbessert, dabei akzeptable Overhead-Werte

beibehalt und auch die urspriingliche Funktionalitdt des Frameworks intakt lasst.
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1 Introduction

1.1 Motivation

Resource management has been an important topic throughout the history of high
performance computing (HPC) systems. Due to their nature, these systems are designed
to accommodate multiple concurrently running jobs. To fulfill the requirements of each
job, all necessary resources—such as memory and CPU—are allocated before execution
begins. This approach has numerous implications, one of which is the overall lower system
utilization. Many modern HPC systems nowadays consist of hundreds and thousands of
compute nodes with powerful specifications [1], enabling researchers to run compute inten-
sive applications. However these advanced capabilities result in high energy consumption
[2]. Therefore, it is essential from both financial and environmental perspectives that
available resources are utilized efficiently. This can mean multiple things, one of which is
that while one program is running and not using all of the allocated cores or nodes that
it initially requested, another application could utilize these resources. In the existing

systems, this is difficult to achieve.

Additionally, current HPC systems have resource reservation mechanisms due to
having limited resources. Users often need to wait before they can run their experiments
on these systems so that resources become available. Restrictions may also be applied
to the amount of resources used over a specific duration. Consequently, this negatively
impacts scientific research, potentially hindering researchers from running experiments

fitting the exact resource needs.

These issues are particularly observable in an important type of HPC software: auto-
tuning frameworks. Auto-tuning frameworks are essential pieces of tools for HPC systems
that work by searching for parameter configurations to optimize other applications.
While auto-tuners can reduce an application’s runtime, resource requirements, and energy
consumption, the frameworks themselves often lack resource and energy efficiency. Most
currently used auto-tuners employ approaches such as job chaining—repeatedly spawning
instances of the same task—or pilot jobs, which statically allocate a significant amount
of resources at once to run instances of the underlying application (e.g., the GPTune
framework). Out of these approaches, job chaining can lead to long turnaround times for
the user due to its reliance on I/O operations for data exchange while pilot jobs can lead

to underutilization of the resources.



The Dynamic Processes with PSets (DPP) approach [3] mainly addresses the under-
utilization issue by providing the capability to dynamically change the resource allocation
for a job during its runtime using the process set (PSet) concept in MPI. Applications
adapted to this new approach can determine when and if initially requested resources
are actually required. They can also be implemented in a way to adapt to changes in
available resources during runtime. These require changing the applications in a way that
they can still have their original functionality intact and potentially have less performance
degradation than the gains earned through resource efficiency. Consequently, underlying

resource managers can allocate these unused resources for other applications.

GPTune auto-tuning framework [4] is an ideal candidate to demonstrate the capabil-
ities of this new approach. First of all, it is a real-world HPC application that can showcase
common aspects of HPC software like scalability and parallelism. For demonstration
purposes, it can request a significant amount of resources if needed, to showcase the
capabilities of the new approach by potentially using hundreds of nodes at the same
time to complete its work. Additionally it uses MPI by default, which is currently a
requirement as the work on DPP is implemented on top of it. Most importantly, the
original implementation of GPTune aligns well with the adaptations described later to
show how the app can be granularly requesting and using the resources provided by
a resource manager and freeing them when they become unneeded by the end of the

respective work.

The following sections explain the necessary adaptations made into GPTune and
dependent software to make the existing applications work with the dynamic resource
management with DPP stack from [3], evaluating both the performance of the framework
itself and system utilization. To demonstrate it, two concrete examples using the ScalLA-
PACK PDGEQRDF [5] routine and SuperLU__DIST are adapted and are used to compare

original (static) and adapted (dynamic) versions of the framework in real world scenarios.

1.2 Objectives

As mentioned above, this project focuses on the GPTune framework as a representative
HPC application to explore the following research questions:

e Resource Utilization: How much improvement does DPP bring on resource utiliza-

tion such as node/core hours?



o Performance / Overhead: How much speedup (or slowdown) does DPP bring to
application’s runtime in comparison to only Dynamic Process Management? How much
overhead does it introduce overall and per PSet operation?

o Functionality: If and how much effect does Dynamic Resource Management (DRM)
have on the optimization results?

e Implementation Challenges: What problems are faced when adapting existing

applications with MPI to use the Sessions API?

By answering these questions, we evaluate whether the dynamic resource management

approach is a feasible path for future HPC systems.

1.3 Structure of the Work

The following work is organized into six main parts.

In Chapter 2, previous work related to dynamic resource management in HPC
systems overall and work on other auto-tuning frameworks are introduced. These include

some work that use the same DPP approach on different example applications.

In Chapter 3, the software and algorithms behind what makes GPTune and DPP
work, are explained in detail. This includes information about the underlying mathemat-

ical foundations and the software stack.

Chapter 4 includes a dive deep into the adaptations made into the software introduced
in the background section. Here, information about specific parts of adaptations made

into GPTune and examples used to demonstrate it are provided.

In Chapter 5, information is provided regarding the evaluation of the adaptations and
our approach through different experiments to find out if the objectives mentioned above
were reached or not. These also include the created setup for running the experiments
and used hardware. This section additionally includes a part for some issues faced during
implementations.

In Chapter 6, there is a brief discussion section to explain the conclusions derived
from the experiments in regard to the research questions set in the beginning. This chapter
also includes a future work section to talk about what can be done to expand DRM
research and work on auto-tuners.

Finally, Chapter 7 provides an overview of the work. There is also an appendix at the

end that shows the steps to run experiments like the ones shown in the evaluation part.



2 Related Work

At the core of this research lie two foundational works. The first is the study by D.
Huber, M. Schreiber, M.Schulz, et al [3] on Dynamic Resource Management. Their project
developed the interface and underlying DPP software stack, enabling the adaptation of
existing MPI-based software for dynamic resource management. The second work, which
laid the foundation for the implementations made, is the GPTune framework itself [4] by

Y. Liu et al.

Beyond GPTune, some other previously created auto-tuning frameworks include the
OpenTuner [6] by J. Ansel et al, which is recognized by the creators of GPTune as the state
of the art implementation with a different approach where surrogate models are not as
extensively used. A key mechanism of OpenTuner is its use of parallel search drivers that
operate asynchronously. The authors state that this approach aims to improve resource
efficiency by minimizing idle processes.

An example of other work utilizing the interface from [3] for DRM is [7] by
M. Corumlu. This work focuses on adapting PETSc [8] by creating dynamic resource
extensions and evaluating them using reference applications from the PETSc suite. They
conclude that the overhead introduced by DRM is negligible compared to the resulting

performance gains.

Another work that deals with this topic is [9] by J. Grimm in which they extend
the XBraid [10] library. They demonstrate that the resource reconfiguration overhead is
minimal and that the overall runtime can be improved by nearly 50%, highlighting the
benefits of the adaptations.

Prior work from M. Streubel [11] on p4est [12] also deals with dynamic resource
management adaptations for an existing library that uses MPI to support the new
Sessions API and enable resources to be dynamically adapted during runtime. However,
this work employs a different approach, utilizing a simulation layer called libmpidynres.
This simulation layer was introduced at [13] by J. Fecht. It works by simulating the MPI
Sessions API on top of an existing MPI runtime to test running applications that utilize
dynamic resource changes in runtime.

Other related work includes [14] from Mo-Hellenbrand, Comprés, Meister, et al
which showcases a different dynamic resource management approach implemented on

top of MPICH [15] instead of OpenMPI. Tsunami simulations were used to evaluate the



performance of the approach. The authors note that while overall application runtime
tends to increase, CPU hours decrease, leading them to conclude that dynamic versions

are more resource-efficient than their static counterparts.

A different approach to dynamic resource management is also demonstrated at [16]
by W. Fox, D. Ghoshal et al with their work on an elastic resource management stack
called E-HPC. Their approach provides a mechanism where the user supplies a workflow
file describing resource requirements at different stages of a given job. The E-HPC library
tracks this and stops the execution after a stage ends, creating checkpoints where the
resource requirements of new stages can be provided before starting the job again. Results
indicate that the checkpointing mechanism introduces some overhead, increasing the
overall execution runtime. However, they state that overall resource efficiency (core-hours)

is improved when using the library.



3 Background

Before diving into the implementation changes, it is essential to examine the core software
components and their internal mechanisms. This chapter provides a detailed overview of
the GPTune framework, the ScaLAPACK and SuperLU_ DIST libraries, the MPI Sessions

model, and the foundational research on Dynamic Processes with PSets (DPP).

3.1 GPTune

GPTune is a “black-box” function optimizer designed to tune hyperparameters, parame-
ters that influence performance metrics like runtime or memory usage without altering
the algorithm’s output. It utilizes Bayesian methods to identify the optimal configuration
for an objective function. Before going over different phases of GPTune, it is important

to understand the mathematics behind Gaussian processes and Bayesian optimization.

3.1.1 Mathematical Foundation

As mentioned previously, the goal of GPTune is to find the optimal value of an objective
function. If we consider the runtime of an application as the output of this function, our
goal is to minimize it. Formally, let f : ' — R be an unknown and expensive function to
evaluate (like a linear algebra routine’s runtime) the goal is to find inputs z* € X that

would minimize this function:

x* = argmin f(x)
zeX

x in this case is a single hyperparameter configuration, mostly formed as a vector of
different types of parameters (e.g. [COLPERM, LOOK, p, pr , NSUP, NREL] [4]). Since
it is not possible to explicitly define the runtime function due to the high number of
parameters, external effects and noise, GPTune uses Bayesian optimization (BO) with
Gaussian Processes (hence the GP in the name) to iteratively find the best configuration.
A GP is defined as the generalization of multivariate Gaussian distribution (Gaussian
distribution over a vector instead of one variable) on functions instead of a vector of
numbers. The GP approach uses a surrogate model to represent the objective function. An
acquisition function then identifies the best points to evaluate next, iteratively updating

the surrogate model until it accurately reflects the true function. GP can be shown as:
f(x) ~ GP(m(x), k(z,z"))

where m is the mean function of the distribution and k is the covariance function defining

correlations between different points of the objective. Initially, if no sample points are



available (which can be the case as it will be shown later in the sampling phase), our
mean function is set to m(z) =0 due to the lack of data. This represents our prior
assumption about the actual function, which is updated after each observation of the
objective function. Suppose we receive some data {x,,y,} from the evaluation of our
function. An update of the model (the posterior mean m) at a new point x, with this

data looks like:
m(z,) = k(z,,z0)Ki{'y, given
Ky, = k(%a%)

as a scalar product. If we generalize this over many observations in each iteration of the

optimization, it becomes:
m(z,) =kl Ky

where K is the covariance matrix that shows the similarities in between observed points, y
is the vector of the observed points until now. For simplicity we won’t go into the detail of
the covariance’s internal structure and assume that it defines the correlations. Alongside
the mean function we also have the variance, the uncertainty of the model, which will be

used to look for new points to observe. It can be formulated as:
C(z,) = k(z,,x,) — k[l K~ 1k,

This implies that observing new data from the true function, can reduce the uncertainty

about other points close to this point.

So far, we have discussed how the model is updated with the new data we gain
from iterations of the objective function’s evaluation. But how do we know which points
to try in this function, since it is expensive to calculate and random trials may yield
little information. At this point, the concept of an acquisition function comes into play.
This is an easy-to-evaluate function, designed to balance exploration and exploitation. To
summarize what these mean:

o Exploration: If the objective function value for a given configuration is poor or highly
uncertain, it may be beneficial to evaluate configurations that are different from those
already explored. This allows the model to gain information about unexplored regions
of the search space.

« Exploitation: If a particular configuration returns a good objective value (e.g., low
runtime), configurations in its neighborhood are likely to produce similarly good

results.



There is a tradeoff between these two terms, relying solely on either one does not make
too much sense: pure exploration ignores known good regions while pure exploitation
ignores potentially good regions. Instead we use acquisition functions to pick the best
point to try next. Assuming we aim to minimize an acquisition function, the next point

to evaluate is defined by:

Tpet = argmin a(zx)
x

This concludes the steps of one BO run. To summarize:
1. According to the sample data there can exist either:

o No data: Start with a prior mean function of m(z) =0

or
o Existing data: Start with a posterior mean based on prior data

2. Using an acquisition function, select which point to try next for the function evaluation

3. Evaluate the objective function to get some real data

4. Condition the posterior mean with this new data

5.

Repeat steps 2-4 until a sufficient optimal value for the objective function is reached

Figure 1 illustrates the steps of a Bayesian optimization run with Gaussian Processes
across multiple iterations and showcases the behavior of the model and acquisition
functions. We can analyze the plots with the definitions given previously. There are two
blocks given with two rows each. The first row in each block shows a graph which includes
the mean function, the variance (uncertainty) and observed values from the real function.
Second rows in each block have the graph of the acquisition function. For this example
we start by a mean of m(x) = 0 with no prior data. For the first iteration, we randomly
pick a point to put into the objective function. One can observe how the posterior model
is conditioned (how it is being pulled from the observed value) and how the uncertainty
around that point decreases. It is converging to 0 as we are coming closer to that point,
which makes sense as the model should be 100% certain about the points that match the

real function.
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Figure 1: An example Bayesian Optimization with GP on 5 iterations shown step by step

GPTune supports both single and multi-task learning (MLA). With MLA, joint surrogate

models of different tasks can be built to optimize them at the same time and learn from



each other’s results. Now that we have a better understanding of the fundamental math

behind GPTune, we can learn about the actual implementation of the framework.

3.1.2 Algorithmic Design

In order to use GPTune to optimize an algorithm, one needs to write a driver application.
This application sets up the tuning process, has the mechanism to call the underlying
application and orchestrate the overall process. A regular optimization run consists of 3
main phases (4 if we count the reevaluation of results after optimization is done). These
are sampling, search and modeling phases. Figure 2 presents a visual overview of GPTune,

illustrating individual phases of a single optimization and the history database:

GPTune’s Bayesian optimization

Initial Surrogate Search
Sampling Model Next

Update Model

store

Obtained performance data
- Function evaluation results
- Trained GP surrogate models

load

User provided meta description

Local Storage

- Tuning problem info.
(tuning problem name)

- Runtime environment info. ] PDGEQRFjson
(machine and software configuration) (JSON File)

Figure 2: GPTune overview with history database [17]

3.1.2.1 Sampling Phase

GPTune has two sampling phases. First is the sampling of task inputs. As an example,
this can be different matrices (e.g., big.rua for SuperLU_DIST) or matrix dimensions
(e.g., 1000x1000 for PDGEQRF). As explained later in the benchmarks section, for our
use case this task sampling phase is skipped and predefined tasks are selected according to
the task count (ntask) to create reproducible results. The second sampling phase selects
initial tuning parameters. These are values like row and column block sizes (m, n) and
process count per node (npernode). For the selection of these parameters, correct search
spaces need to be defined in the driver application. These can be randomly selected and
seeds are provided to ensure reproducibility across runs. There are also other methods

provided by the implementation. More details can be found in the users guide [17].

10



3.1.2.2 Modeling Phase

For the modeling phase, GPTune builds a surrogate model of the objective function
mentioned earlier. For this, the framework provides different methods but the most
common one and the one that is also adapted for our use case is Linear Coregionaliza-
tion Model (LCM) [18]. This technique utilizes multiple different tasks by expressing
the correlations between them (input sizes, hyperparameters, etc.). However, this is an
expensive process that would be time consuming if performed sequentially. Therefore, the

original implementation uses MPI spawning to parallelize this part.

3.1.2.3 Search Phase

After model creation (or update with later iterations), search phase attempts to find the
best parameter configuration to try next for the objective function evaluation. Here there
is also an optimization part for the acquisition function mentioned earlier. There are
multiple algorithms available for this phase. According to the number of tasks (single or
multiple) either Particle Swarm Optimization [19] or NSGA-II [20] algorithms are used.
Search phase is also distributed using MPI.

3.1.3 Dynamic Process Management in GPTune

In order to understand the main idea behind changes in the upcoming sections, it is
important to see how MPI is used by GPTune. The overall structure is to have the driver
application as the master process that can spawn worker processes and distribute work
amongst them. Even though GPTune is implemented with a version of MPI 4.0 and above
in mind, there is no usage of the new Sessions model. The main GPTune process uses
MPI_Comm Spawn method to spawn the provided executable nprocs / npernode times in
each node. Spawned processes then use MPI_Comm get parent method to get the inter-
communicator. After this setup, it is up to the implementation on how the information
is moved across GPTune and the tuned application. The framework supports multi-level
parallelism, as stated earlier enabling it to parallelize not just the application evaluations,
but also the modeling and search phases. Below is a visual overview of MPI usage in

GPTune during its different phases.
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Figure 3: MPI usage in GPTune phases

Outside of the main implementation, GPTune also provides mechanisms like transfer
learning with the help of a history database [21] that stores the results from old exper-
iments. These can then be used to give the optimization runs a headstart and begin
creating models from existing data. The fact that iterations are saved during runs also
provides fault tolerance. At any point if the program fails, GPTune can be started again

and will continue optimization from where it left off.

3.2 ScaLAPACK
ScaLAPACK (Scalable LAPACK) is a linear algebra routines library that supports MPI
for distributed calculations. It is designed to provide the functionality of LAPACK (Linear
Algebra PACKage) but for distributed memory architectures, relying on the block-cyclic
data distribution of matrices. The library includes solvers for several different linear
algebra problems like eigenproblems and SVD, including the QR factorization routine
PDGEQRF. Under the hood, ScaLAPACK uses BLAS to do the actual calculations and
BLACS that provides the communication protocols for linear algebra programs.

BLACS itself includes communication methods for sending and receiving matrix data
between processes. It also includes the concept of contexts which map to communicators in

MPI. One other important term is block-cyclic data distribution. This essentially explains

12



how the matrix data is distributed across processes and nodes. This distribution enhances
application performance by accounting for data locality and the underlying system’s cache
architecture. If we go back to the PDGEQRF example inside GPTune, the row and column
block sizes were included in the tuned parameters, demonstrating its direct impact on
application runtime. Figure 4 visualizes how block cyclic distribution and process grids
work. Note that matrix entries inside each process are stored contiguously unlike the

visual representation suggesting a scattered storage.

Original Matrix (8x8) } [ Process Grid (2x2)

N

P(0,0) P(0,1)
Rank 0 Rank 1

P(1,0) P(1,1)
Rank 2 Rank 3
Block Size: 2x2 Local Data Key
Cyclic Distribution: Block (i,j) -> Process (i mod P, j mod Q) Blue: P(0,0) | Red: P(0,1)

Green: P(1,0) | Yellow: P(1,1)
Figure 4: Block Cyclic Distribution and Process Grid
In PDGEQRF routine, the number of row and column processes (P and () must satisfy the

constraint P x () = nprocs. GPTune tunes both of these.

3.3 SuperLU__DIST

SuperLU_ DIST [22] is a distributed linear equation solver library on top of the original
Super LU which is mainly used for solving linear equations of the form AX = B
involving sparse matrices, matrices with mostly 0 as entries. LU in the name stands for
the LU factorization algorithm which is used as the second example application in our
GPTune adaptations. SuperLU__DIST supports MPI for inter-node communication in
HPC systems. It also supports OpenMP for multithreading inside the same node and

GPU offloading, which is not demonstrated in our work.
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To give some insight into the inner working of the solver algorithms, SuperLU_ DIST
uses Supernodes, which are dense blocks of non-zero entries in the matrices that are
gathered for faster computation, as it is more efficient to operate on data chunks than
processing individual elements. This is one of the parameters tuned inside our example
application to optimize both the runtime and the memory consumption. Just like ScalLA-
PACK, it uses process grids to lower communication overhead. It also supports a 3D grid
alignment (next to the default 2D) which results in speed gains as stated in [22]. This
can result in higher memory consumption however and can be tuned via GPTune as it is

later demonstrated.

3.4 MPI Sessions Model

Introduced as an alternative to the World model, Sessions model [23] was added to the
MPI specification on version 4.0. It addresses issues arising from the reliance on a common
MPI COMM WORLD communicator that includes all the spawned processes across the entire
duration of the program. By providing the ability to create Sessions, different parts of the
code can be programmed separately mitigating issues in MPI_COMM_WORLD that can break
the whole application in the World model.

It introduces the term Process Sets (PSets) to refer to a set of processes that can
communicate with each other by first creating groups, then communicators from these
groups. A minimal example application using MPI Sessions model can be found under
[24]. Figure 5 presents an illustrative diagram directly from the MPI Forum for MPI

version 4.1 reference:
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Figure 5: MPI Sessions example structure with multiple process sets [25]

The figure above displays URLs defining different PSets, allowing for unique identification
of these. Unlike the World model, new processes cannot communicate with others unless
they share a process set and a corresponding communicator. This is what enables the

isolated communication in Sessions model.

3.5 Dynamic Processes with PSets (DPP)

As a response to the resource utilization problems within existing HPC systems, previous
work at [3] introduced extensions on top of the existing MPI Sessions API that would
allow manipulating existing and creating new PSets dynamically. Following section goes
into more detail into this, as these extensions form the foundation for the subsequent

adaptations.

The DPP approach takes MPI PSets into the center of resource allocations. By
mapping resources to PSets, this approach utilizes the Sessions API to dynamically
change the resource allocation of running jobs. In order to realize this, [3] introduces PSet
operations. Most relevant of these for the current work include creating new PSets with
PSETOP_ADD, creating a union of two PSets with PSETOP_UNION and removing an existing
PSet with PSETOP_SUB. In addition to PSet operations, DPP approach also includes other
principles such as the implementation of a global data storage for PSets. By using a key/

value based solution, application specific data that exists prior to the creation of a given
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PSet can be communicated asynchronously by publishing this data to the storage. PSets
that require this information can then access it by using the implemented interface that
will be introduced later. In addition to these, a custom resource manager implementation
is provided. This resource manager, alongside the DPP stack enables dynamic resource
management for running applications. These applications also need to communicate their
resource requests, as it is not up to the resource manager to estimate these requirements.
To enable any type of application to communicate their requests, a COL (Cooperative
Optimization Language) was introduced. This implementation follows three main aspects:
local, cooperative and the fact that it is a proper language. The term local implies that
resource requirements are associated to the respective PSet. Individual PSets are unaware
about other PSets requirements and they only communicate their own. However there is
also the cooperative aspect as there are multiple PSets existing at the same time with
potentially different requirements. In order to make all these work correctly in a collective

manner COL is used to map resource requests into objects of the language.

Returning to PSet operations, [3] introduces MPI interface methods enabling usage
of these with the underlying MPI/PRRTE/PMIx stack. Here is a list of the relevant ones
for our work with their functionality summarized:

o MPI_Session_set pset data: Enables the orchestrator processes (processes that would
be mainly using these methods to lead the application flow) to send data into other
PSets mainly for providing setup information.

o MPI Session get pset data: Allows a process set to read data published to its key/
value store via MPI_Session set pset data.

e MPI Session dyn v2a psetop: Initiates a PSet operation. Accepts input PSet name
to specify which PSet the operation should be applied on. This is also where the
optimization information is passed down to the resource manager as a COL object.

e MPI Session dyn v2a query psetop: Checks for pending PSet operations.

e MPI Session dyn finalize psetop: Finalizes an existing PSet operation. Resource

manager subsequently frees the corresponding resources for later uses.

Figure 6 provides a visual overview of the DPP stack and related software showcasing

how different components of the stack relate to each other:
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Figure 6: DPP stack overview

This concludes the background information. The following section details the changes

introduced by this work.
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4 Implementation

To enable dynamic process management capabilities through the use of the resource
manager [26], original GPTune implementation that uses the MPI World model requires
modifications. Adaptations include utilizing the MPI Sessions model and communicating
resource requests to the resource manager by using the interface provided. This required
extending the following libraries and tools: mpidpy [27], GPTune, ScaLAPACK [28],
SuperLU__DIST [22]. The following sections detail the changes made to each of these
dependencies. Note that this section only includes what was added on top of the existing
interfaces and software stack for DPP. For the complete implementation of the stack and

the custom resource manager implementation from [3], refer to [29].

4.1 mpidpy

GPTune uses mpidpy, a Python package that provides bindings for the MPI runtime.
It enables users to write MPI applications using Python instead of C or Fortran. The
new DPP interface on top of MPI and which methods it introduces were mentioned at
Chapter 3. In order to use these with mpidpy and consequently in GPTune, new bindings
were added. mpidpy uses classes for main MPI structures. There is already an existing
Session class, new bindings are added inside of it. The following source code example

illustrates the structure of one such bindings:

1 # Session.pyx
def Dyn v2a psetop nb(self, op: int, input psets: Sequence[str], Info info: Info =
INFO NULL) -> Request:

3

4 cdef int ninput = len(input_psets)

5 cdef char **c input psets = <char**> PyMem Malloc(ninput * sizeof(char *))
6 cdef DynNBHelper request = <DynNBHelper>New(DynNBHelper)

7 request.context.op = op

8 cdef char *c_name = NULL

9

10 for i in range(ninput):

11 asmpistr(input psets[i], &c_name)

12 c_input psets[i] = c_name

13

14 CHKERR(MPI Session dyn v2a psetop nb(

15 self.ob mpi, &request.context.op, ¢ input psets, ninput,
16 &request.context.c output psets, &request.context.noutput,
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17 info.ob _mpi, &request.ob mpi))
18

19 return request

This is an example for a non-blocking binding, useful when the application performs other
tasks while waiting for the MPI call to execute. Even though, the upcoming adaptations
to GPTune does not make use of this type of bindings, it is still important to see how
they are structured, which is similar to the blocking extensions with a main difference.
As shown above, non-blocking bindings return a Request object. Task completion can be
verified by calling MPI Wait or MPI Test on this Request object. Due to how memory is
managed between Python and C, we need a helper class to hold the data until the non-
blocking request completes. The following shows the implementation of DynNBHelper, a

wrapper class to retain this data and prevent it from being cleared up before getting used:

1 # Session.pyx
2 cdef class DynNBContext:

3 cdef Info info out

4 cdef char **c_output psets

5 cdef int noutput

6 cdef int op

7

8 def cinit (self):

9 self.info out = None

10 self.c_output_psets = NULL
11 self.noutput = 0

12 self.op = 0

13 # abbreviated. ..

14 cdef class DynNBHelper(Request):

15 cdef DynNBContext context

16 cdef public Info info

17 cdef public int op

18 cdef public list output_psets
19 cdef public int noutput

The need for such a wrapper class arises because blocking methods typically return values
immediately from their C counterparts. In contrast, non-blocking methods return before

data is ready, if the returned data were stored within the binding, it would be deleted
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upon stack deallocation. Having a persistent object like this, fixes this issue by returning

the data after a call to MPI_Wait. Complete implementation is available under [29].

Extending mpidpy with the new bindings is not only useful for this specific project but
also opens the possibilities for future work that deals with applications written in Python.
To demonstrate the correct functionality of these bindings, we have written simple test
applications, utilizing the behavior of DPP extensions on top of MPI that can be found
under [30].

4.2 GPTune

As stated in Chapter 3, a standard optimization run of GPTune consists of four main
parts: sampling, modeling, objective search and reevaluation. In this work, full installation
of GPTune is used, meaning that distributed computation with MPI is available unlike
lite mode that only supports sequential execution of phases. We also configure several
options inside [17] to enable MPI usage in model and search phases of the optimization
which is not enabled by default in the example apps:

e options|['distributed memory parallelism'] = True

e options['model class'] = 'Model LCM'

The original GPTune implementation starts one main process that runs the tuning driver.
An example of this can be found under [5] for the ScaLAPACK PDGEQRF example. This
example serves as the basis for the following explanation. A standard run begins with
the sampling phase. For this part, the main GPTune process uses a wrapper script
(scalapack-driver/spt/pdgrdriver.py) which uses mpidpy to spawn processes that will
do the actual computation of the optimized program. While exact details of how this
works are unnecessary, it is important to understand that pdqrdriver.py acts as the
parent process. It spawns child processes for computation, which return data either via
a communicator established between parent and children or through input/output files
(Figure 8) storing inputs and results. In the latter case, MPI_Comm_Barrier is used to keep

the parent and child processes in sync.

Examining changes to the sampling phase reveals that the main pattern remains

consistent between static and dynamic versions of GPTune, regardless of the example.

1 # pdgrdriver.py
2 def v parallel():

3 session = session_handler.get or init session()
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new pset = psetop add(session, executable="/bin/bash", path args=f"{BINDIR}/

4 wrapper.sh, {RUNDIR}/,{nthreads}", nproc=nproc, npernode=npernode)
query and finalize(session, "mpi://WORLD", "mpi://WORLD")

8 input psets = ["mpi://WORLD", new pset] # these are the PSets that we want to
use within the same communicator

9 inter pset = psetop union(session, input psets)

10

11 info = MPI.Info.Create()

12 info.Set("inter pset", inter pset) # pass the inter pset to info (informing the
spawned PSet)

13 session.Set pset data(new pset, info)

14

15 group = session.Create group(inter pset)

16 comm = MPI.Intracomm.Create from group(

17 group, "mpi.forum.example", MPI.INFO NULL, MPI.ERRORS RETURN

18 )

19

20 comm.Barrier()

21 comm.Disconnect()

22

23 removed pset = psetop sub(session, new pset, str(nproc))

24 print("removed pset=", removed pset, flush=True)

25 query and finalize(session, "mpi://WORLD", "mpi://WORLD")

26 return 0

The primary difference here lies in the use of MPI Sessions and resource manager. Instead
of directly instructing MPI runtime to spawn the child processes, parent process requests
the resource manager to spawn nprocs number of the executable (library driver -
pdgrdriver.f). A distinction here is the use of a wrapper script to set the OMP_NUM_THREADS
environment variable (defined as nthreads), enabling per-node parallelism via OpenMP,
rather than using the executable directly. To see the exact implementations of the
methods like psetop_add and query and finalize, refer to [29]. We also implemented
sessions_utils.py, a Python module defining common psetop utility wrappers to simplify
usage across different examples which includes timestamping mechanism for individual
PSet operations that is used for experiments to measure overhead introduced via PSet

operations.
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As mentioned earlier, the DPP approach utilizes MPI PSets. This means, spawned
processes form a process set and can be addressed by the identifying url. Before going into
the actual implementation for this part, we briefly review how PSet operations are used

along the lifecycle of an application to enable dynamic resource management capabilities.

4.2.1 PSets Operations and Resource Management Lifecycle

As noted in Chapter 1, typically a static resource management follows the idea of
allocating all the resources required by a job prior to its execution. A typical workflow
involves using the underlying resource manager or reservation system (if applicable inside
the HPC system) to request a number of nodes, CPU cores per node, RAM, a timeslot
etc. Specific usage varies from system to system. For example, on Grid’5000 requesting
2 nodes for a duration of 2 hours to run a job via a script called myscript.sh is done as
follows:

e oarsub -1 nodes=2,walltime=2:00:00 ./myscript.sh

This is a basic job submission and differs from other common systems that use a job
submission scheduler like SLURM [31] where one needs to create a job submission script

instead of directly passing the executable.

Regardless of the interface, estimating job resource usage beforehand is necessary to
prevent termination by the resource manager due to over- or under-utilization. This is
primarily a challenge with static environments. With DPP, an application can start from
the ground up with minimal amount of resources and gradually request more if needed,
essentially eliminating the need for prior estimations. This is also how our adaptations
to GPTune are realized. We begin by submitting the main GPTune application to the

system by using a single node.

Once started, the application reaches to a point where it must spawn child processes.
However, only one node was initially requested. Note that the custom resource manager
implementation only supports spawning processes on a different node than the request’s
origin. This means if the app is started on node nl, new processes are spawned on a
different node. This requires that multiple nodes are available. Consequently, the appli-
cation needs to request an additional node from the resource manager. With the current
interface, this is achieved by sending a PSet operation, more specifically a PSETOP_ADD for
spawning new processes. The resource manager interface allows specifying the number of
processes, their mapping across nodes (currently limited to equal processes per node), and

additional details via a generator task passed as a JSON object to MPI Dyn v2a psetop nb.
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If the PSet operation executes successfully, it can be expected that the spawned
processes are available on the nodes which are picked by the resource manager according
to their free slots. In order to enable communication between these and the parent process,
communicators are required. Since the spawned processes reside in a different PSet than
the parent process, we need to inform them of a combined PSet in order to create a
communicator from it. To do this, a PSETOP_UNION operation needs to be initiated first,
that receives the PSet names for which we want to create a union PSet of. This PSet

operation basically creates a third PSet that includes the processes from both input PSets:

{po} UA{p1,12, 03} = {Po> 1, P2, D3}

The MPI interface, therefore also the bindings, return the output PSet names for any PSet
operation, so the process that initiates these has the information needed. As the main
process uses PSETOP_ADD and PSETOP_UNION, it had received both the spawned processes’
PSet name and the name of the union PSet. However this information is not available to
the spawned processes right away. The MPI _Session set pset data method that can be
used to send data to the processes inside a PSet as a key/value object. Spawned processes
can receive it by using MPI_Session get pset data with the correct key. With the union
PSet name now in both parties (parent and child processes), a communicator from it can

be created using the standard approach for MPI Sessions:

Create an MPI Session Handle

'

Query runtime for available Process Sets

l

Create an MPI Group from a Process Set

l

Create an MPI Communicator from the MPI Group

Figure 7: Steps to create a communicator with MPI Sessions [25]
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Once setup is complete, it is up to the application on how to proceed. As mentioned
previously, there are multiple ways of communication and the communicators can also be
used only for synchronization and not necessarily for information passing with methods

like MPI_Send and MPI_Recv.

When the spawned processes complete their work, resources used by them must be

cleaned up. Three factors must be considered:

1. Parent process should send the resource manager a PSETOP_SUB request that tells it to
remove the spawned process set and the processes inside.

2. Spawned processes must not terminate before resource manager executes this operation
and it is finalized.

3. Before any further resource request can be made, application needs to
check if there are ongoing PSet operations that were not terminated via
a call to MPI Session dyn finalize psetop. This check is done with the

MPI Session _dyn v2a query psetop method.

This flow ensures that the nodes used for spawned processes are cleaned up for subsequent
uses. As explained, resource manager considers nodes with the free slots available on them
and picks where it is available. If the resources are not freed, this won’t be possible. It
is also important from a system utilization perspective and to reach our main goal of
having less idle resources. By freeing unused nodes as soon as possible these can be made
available both for our app in later phases or other jobs running on the system. Having
established a fundamental understanding of the resource management flow, we now return

to the later GPTune optimization phases to examine their adaptation.

Both optimization sections (model and search) use a common structure utilizing
computer.py. A Computer object is created before optimization begins. This object is
primarily used by the main GPTune process to spawn child processes and orchestrate the
flow by combining the functionality in one class. Methods used for ADD -> UNION -> SUB
flow are the same with the sampling phase. The updated spawn method in the Computer

class is shown below:

def spawn(self, executable, nproc, nthreads, npernode=None, args=None,

1
kwargs=None) :

3 session = session handler.get or init session()
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new_pset = psetop add(session, executable="/usr/bin/python3",

> path args=str(executable), nproc=nproc, npernode=npernode)

6 query and finalize(session, "mpi://WORLD", "mpi://WORLD")

7

8 inter pset = psetop union(session, ["mpi://WORLD", new pset])

9

10 info = MPI.Info.Create()

11 info.Set("inter pset", inter_pset) # pass the inter pset to info (informing the
spawned PSet)

12 ... # abbreviatons made for clarity

13

14 session.Set pset data(new pset, info)

15

16 group = session.Create group(inter pset)

17 comm = MPI.Intracomm.Create from group(

18 group, "mpi.forum.example", MPI.INFO NULL, MPI.ERRORS RETURN

19 )

20

21 return comm, new _pset, session

Here, the spawned executable differs between phases. In the modeling phase,
str(executable) becomes model.py; in the search phase, it becomes search.py. In this
case, spawned processes execute the respective main function definitions. An exception
to what is written above is the usage of lcm.py. If LCM method is used for the modeling
part, which can be enabled via options['model class'] = 'Model LCM', spawned model.py
processes (not the main GPTune process) will use Computer. spawn method to start worker
processes themselves. Note that the shared LCM library (under GPTune repository) is

also adapted to use MPI Sessions.

Another change to the baseline version of model and search phases is the type of com-
municator used. GPTune originally uses the flow of MPI_Comm_spawn/MPI _Comm get parent.
This places parent and spawned processes in different MPI groups, using intercommuni-
cators for communication. With intercommunicators, both parties need to use the rank of
the process in their remote group in order to send messages. With the new approach, we

are using intracommunicators, meaning both sides of the processes are in the same group,
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starting from rank 0. In this case the parent process is assigned rank 0 and children get

ranks starting from 1. The following example illustrates the difference:

# baseline version
mpi_comm = mpi4py.MPI.Comm.Get parent()

mpi_rank = mpi_comm.Get rank()

1

2

3

4 mpi size = mpi_comm.Get size()

5 (searcher, data, models, tids, kwargs) = mpi comm.bcast(None, root=0)
6

tids loc = tids[mpi_rank:len(tids):mpi size]

1 # adapted version
mpi comm = MPI.Intracomm.Create from group(group, "mpi.forum.example", MPI.INFO NULL,
MPI.ERRORS RETURN)

N

mpi rank = mpi_comm.Get rank()

mpi size = mpi comm.Get size()

(searcher, data, models, tids, kwargs) = mpi comm.bcast(None, root=0)
child rank = mpi rank - 1

num children = mpi size - 1

0 N o U B~ W

tids loc = tids[child rank:len(tids):num children]

The sequence diagrams below summarize a simple GPTune run following changes to

individual tuning process phases:
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Figure 8: Sampling and Reevaluation Phases
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Figure 9: Modeling Phase
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Figure 10: Search Phase
Note: “session_new = True® indicates a new MPI session is created inside *Computer.spawn".
Finally, regarding GPTune specific adaptations, constraints were added to the search
space for parameters like npernode. Due to internal implementation of resource manager
[26], there are a few constraints on what can be passed down to PSETOP_ADD. These include:
e npernode should divide nproc: Current limitations allow only an equal number of
processes per node.

e npernode <= cores (cores per node): The number of processes per node cannot
exceed the node’s core count.

Additional application specific constraints may be required to ensure calculation correct-

ness.

4.3 ScaLAPACK (BLACS)
Both example applications in this project utilize the ScaLAPACK library for distributed
linear algebra calculations. The modifications focus on the BLACS layer, which handles
communication initialization and grid management.

Previously, BLACS relied on MPI_Init (or checked with MPI Initialized) and
assumed the existence of the global MPI_COMM WORLD object. The adaptation replaces this
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dependency with the MPI Sessions model, allowing the library to create its own isolated

communication context between spawned processes.

The bootstrapping logic in blacs pinfo.c was rewritten. Instead of calling

MPI Init, the routine now performs the following steps to construct a replacement for

MPI COMM WORLD:

1. Session Initialization: Calls MPI _Session init to start a new session, stored in the
new global variable BI Session.

2. Group Creation: Queries the session for the mpi://WORLD process set and creates an
MPI Group (MPI_Group_from session_pset). Here it is important to not mix it up with
the PSet from PSETOP_UNION (only applies to PDGEQRF example) for spawned pdgedriver
processes that works as the driver between the library and GPTune.

3. Communicator Creation: Creates a new communicator from this group using
MPI_Comm create from group with a unique tag (“org.scalapack.blacs”).

4. Global Assignment: This new, dynamically created communicator is assigned to
BI_COMM WORLD.

This approach allows the rest of the codebase to continue referencing BI COMM WORLD

instead of MPI_COMM WORLD. Changes were also made to the finalization logic of the library.

The teardown logic in blacs exit.c was updated to mirror the initialization changes.

Instead of calling MPI_Finalize, which would terminate the entire MPI environment, the

routine now:

1. Frees the communicator stored in BI COMM_WORLD.

2. Calls MPI_Session finalize for the session instance stored on BI_Session global object
to close the library’s connection to the MPI runtime.

This ensures that ScaLAPACK can be initialized and finalized multiple times within the

same application execution, for the multiple processes spawned by the driver code.

4.4 SuperLU__ DIST

The SuperLU_DIST adaptation focuses on the pddrive spawn example driver, which
GPTune uses to tune the PDGSSVX solver.

Previously, the driver utilized MPI_Comm_spawn. It relied on MPI_Comm get parent to
establish the communication with the driver and MPI_COMM WORLD for internal library
computation. The new implementation initializes an MPI Session with MPI Session init

instead of calling MPI Init in each spawned process.
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Following initialization, it queries the session info (via MPI_Session get pset data)
to retrieve the inter pset key. This key contains the URI of the process set created by the
main GPTune process resulting from PSETOP_UNION. A challenge with this new approach
is that environment variables used for configuration (such as NREL and OMP_NUM_THREADS)
are not automatically propagated as they were with MPI_Comm spawn using an MPI_Info
object. To resolve this, we introduced a set_env_from_string utility function. The parent
process passes the environment variables as a string within the session info. The driver
parses this string and manually sets the local environment using setenv before solver logic

execution.

The driver constructs two distinct communicators to replace the previous setup.
There is the union communicator created from inter pset. This replaces the former
“parent” communicator and is used for reporting results (via MPI_Reduce) back to the main
GPTune process. There is also a separate communicator created locally from the mpi://
WORLD PSet. This communicator is passed into superlu_gridinit function to establish the
process grid, replacing what was previously MPI_COMM_WORLD.

The adaptation required further changes to superlu grid.c, memory.c, and
pdgstrf.c. All references to MPI_COMM _WORLD were removed. The library now relies on the
communicator passed into superlu gridinit, ensuring it operates correctly within the

scope of the session.
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5 Evaluation

In order to validate our adaptations and address the initial research questions, we designed
multiple evaluation steps. The primary goal was to create different types of experiments

to come up with scientifically rigorous and to an extent reproducible results.

This chapter is structured as follows: First, the experimental design is introduced in
Section 5.1. This includes what type of experiments were conducted to evaluate which
aspect of the adaptations. Section 5.2 follows with the setup of two environments that
were used to run the experiments on. In Section 5.3, results of different experiments and
their configurations are provided. This section also analyzes the implications of these
results and offers potential explanations. Finally Section 5.4 discusses, some aspects that

potentially blocked us or caused issues with the evaluations.

5.1 Design

For the evaluation design, we selected two example applications provided by GPTune. To
identify these in the following sections, from now on we call these the scalapack example
~-PDGEQRF routine from ScaLAPACK- and superlu_ dist example -PDGSSVX solver
from SuperLU_DIST-. We distinguish between dynamic (adapted) and static (original)

versions, which will make more sense when plots are introduced.

For the evaluation of the adaptations, several experiments were created. These
experiments are categorized into three main groups:

1. Functionality Testing: Experiments that compare the optimization results between
the original and adapted versions of the applications to validate functionality.

2. System Metrics Evaluations: Experiments that measure system metrics such as
node utilization over time. The goal of this type of experiments is to find out if the
resource efficiency goals were realized in terms of node utilization.

3. PSETOP Overhead: Experiments that measure the overhead introduced by the PSet
operations. The goal of this type of experiments is to find out how the overhead affect
the performance of GPTune and to compare this impact with the existing mechanisms
provided by MPI.

In order to generate and run the experiments, the benchmarks repository [32] was used.

This setup provides mechanisms for experiment creation, execution, and automated plot

generation via Python scripts. For each experiment group, a scaffold was created to enable

execution with varying node and core counts. As explained in Chapter 3, a run begins
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with the sampling phase. Typically, this part picks random parameters for the evaluations
in each iteration. In order to have reproducible results across runs, same seed was set for

matching experiments via options['sample random seed'].

5.2 Setup

Regarding setup, two different environments were partially used. Our main environment,
which was also used for development phase, is a docker swarm cluster. This setup creates
a local environment that can simulate a real HPC system with multiple nodes connected
via ssh. In most cases, 8 nodes were utilized. The code for this setup can be found under
[33]. The relevant hardware which the docker swarm cluster was run on includes an AMD

Ryzen 7 5800HS 16-core CPU and 16 GB of 3200Mhz RAM.

The second environment that was used to test our changes on a real system was the
Grid’5000 [34] testbed. Grid’5000 consists of several sites with different hardware. We
selected the Nancy site and more specifically the gros cluster to run our experiments. This
cluster features 124 nodes, each equipped with an Intel Xeon Gold 5220 processor (18
cores) and 96 GiB of memory, interconnected via 2x25 Gbps Ethernet. More information

on the hardware can be found under [1].

5.3 Results

In this section we will go step by step explaining the three main types of experiments

that were conducted.

5.3.1 Functionality Testing

The goal behind functionality testing is to ensure that GPTune can still be used as

intended, acting as an auto-tuning framework.

The primary objective was to check the behavior of the application after adaptations
by comparing the number of function evaluations, the timeline of a tuning run etc. Each
GPTune run generates a JSON file inside the gptune.db directory containing run details.
This file facilitates the history database and fault tolerance, as previously mentioned.
For a single run, one can provide the parameters nrun (specifying how many iterations
to evaluate the objective function in total per task) and ntask (how many different task

configurations, e.g. matrix dimensions, to use for tuning).

For our first case we compared the experiment JSON files of adapted and original

versions to see if they provide the same amount of function evaluations and parameters.
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These show that for the sampling phase we had the same parameters. Below are two
graphs showing how function evaluations resulted using the same parameters for the

superlu__ dist example.
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Figure 11: Memory Consumptions Plot - superlu_ dist - 8 nodes - docker
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Figure 12: Runtime Evaluations Plot - superlu_ dist - 8 nodes - docker

Both of these diagrams have set nrun=30. This results in the sampling phase to have
nrun/2 = 15 iterations. Memory consumption for the first 15 iterations is identical in both

versions. This shows us that the functionality of the app is intact after the adaptations.

However it can also be observed that there are differences in the runtime between
iterations even with the same tuning parameters. The reason behind this is the noise
(network contention) in the underlying system. For any distributed program, exact
runtime reproducibility is virtually impossible due to concurrent process execution,
potentially going up to hundreds of processes. Therefore, using memory consumption as
a comparison of functionality is more fitting as this value should not change when the

inputs stay the same (given that there are not any issues such as memory leaks).

Another observation can be made on the results after the first 15 iterations. This
occurs after the sampling phase, when GPTune initiates the modeling and search phases.
An important fact about superlu_ dist example is, that it does multi-objective tuning,
meaning that both objectives (memory and runtime) are being optimized at the same
time and they affect each other. Otherwise, memory consumption would likely remain

consistent post-sampling.
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These results have a ‘butterfly effect’ on subsequent objective evaluations. Even a
small difference in runtime for instance, can change the tuning parameter configurations

and in turn cause drastic changes to both runtime and memory consumption later on.

5.3.2 System Metrics

System metrics encompass application runtime and node utilization. Note that node
utilization is measured as the percentage of allocated nodes actively used by the appli-
cation during execution. We also do not take into account how many cores per node were
used and assume that a node is fully utilized even when there is a single core utilized.
This might seem counterintuitive, but can be the case with exclusive node reservations
in real HPC systems. It is also what the underlying DPP [29] stack currently supports in
terms of resource granularity.

Below are two graphs displaying the mean of system metrics values of superlu_ dist
and scalapack examples in both the adapted and original versions taken over 10 consecu-
tive runs. These examples were run on the Grid’5000 environment with 32 nodes allocated
in the gros cluster.

SuperLU System Metrics
(Mean over 10 runs)
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Figure 13: System Metrics Plot - superlu_ dist - 32 nodes - Grid’5000
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ScalLAPACK System Metrics
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Figure 14: System Metrics Plot - scalapack - 32 nodes - Grid’5000

The experiments for superlu_ dist use two matrices: big.rua and g4.rua while scalapack
experiments tune a matrix of size 1000x1000. From the graphs, it can be observed that
the average runtime of the optimizations took 56 seconds for the dynamic and 32 seconds
for the static version for superlu. It is 66s for dynamic and 56s for static for the scalapack
example.

An overall optimization slowdown is observed post-adaptation (75% for superlu_ dist
and around 17% for scalapack). This is discussed more thoroughly in the PSETOP
overheads section later. The other metric which is also related to resource efficiency is
the node utilization. It can be observed from the graphs that the utilization for the
dynamic versions are 30% and 20% respectively. Static versions are assumed to have 100%

utilization, as allocated nodes are exclusively used for the experiment’s duration.

Utilization percentage is calculated as follows:

t
Ut) = ]T\l[() % 100 where

max
U(t) : utilization percentage at time t
N : total number of available nodes

n(t) : number of used nodes at time t
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To interpret this we can checkout Figure 15 showing node usage for a single run of

superlu__dist example in dynamic and static versions:

SuperLU Node Usage
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Figure 15: Node Usage Graph - superlu_ dist - 32 nodes - Grid’5000

This graph displays the number of nodes used (at least one process running per node)
over time. For the dynamic version, it can be observed that the node count reaches to the
max allocated node number (32) at some parts. Subsequently, unneeded nodes are freed
and reallocated as required, demonstrating dynamic behavior. One node (running the
main GPTune process) remains utilized throughout. The initial 7 seconds with 0% node
utilization for the dynamic version corresponds to the PendTime metric from Figure 13
and Figure 14 when the job waits in the queue before it is started. For static version we
do not use the resource manager (hence Os PendTime), which does not make a difference

in terms of utilization as the original implementation of GPTune does not support it.

Dynamic node utilization is the ratio of the blue area to a hypothetical 100%
utilization area over the same runtime in Figure 15. This can also be seen as if the static

version’s area were to be expanded until the duration of the dynamic version.

This value is derived from Figure 15 using the formula:

[Tn(t)dt
Utilization = ﬁ X 100%

max

where T indicates the total runtime
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This graph also gives us the actual resource consumption value for both versions. This
is the “Node-Hours” metric which is used to measure consumption in cloud and HPC

systems. It is calculated as:

T
fo n(t)dth *Ux*xT

max

Node-Hours = o~
3600 3600

For the values on Figure 13 and Figure 14 if the node hours metrics were to be calculated,

the results would be:

32%0.3 %56
Dynamic SuperLU_DIST : % ~ 0.149 Node-Hours
. 32 % 32
Static SuperLU_DIST : ~ 0.284 Node-Hours
3600
32 % 0.2 % 66
Dynamic Scalapack : SLXTEEDD 0.117 Node-Hours

3600

32 % 56

Static Scalapack : ~ 0.497 Node-Hours

3600

Note that this does not imply the static version utilizes all nodes throughout the run.
With the static version we have the GPTune implementation that does not use the DPP
interface and therefore expects all the nodes to be available at all times. This effectively
results in these nodes not being used by other jobs (assuming exclusive node allocation)

and can be billed by the same node-hours metric even though they are not fully utilized.
Results indicate node-hour improvements of approximately 47% for superlu-dist and
76% for scalapack in dynamic versions. This demonstrates that the adaptations enhance
resource efficiency and reduce GPTune operational costs.
However, improvement percentages may vary based on available node count and
usage by GPTune. An experiment with the same configurations and run parameters on
the dynamic superlu_ dist example with 8 nodes shows a different node utilization of 35%,

which is higher than 30%:
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Figure 16: System Metrics Graph - superlu_ dist - 8 nodes - Grid’5000
The reason behind this difference is the overall runtime of the experiments and runtime
of different phases of optimization (remember how utilization is affected by node count
at any given time).
Moreover, the impact of DPP increases both with a longer runtime overall and more

resource allocations:
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Figure 17: System Metrics Graph - scalapack - 32 nodes - Grid’5000
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Figure 18: System Metrics Graph for superlu_ dist - 32 nodes - Grid’5000

Figure 17 shows the system metrics for an example job with a runtime of 203 seconds
on 32 nodes. When this is compared to Figure 18 which has a runtime of 96 seconds on
32 nodes, one can see the difference in node utilization (11%/22%). If we were to take a
scenario with static versions of these examples, the impact of having all 32 nodes reserved
only for a single job taking 203 seconds to complete, would be a bigger waste of resources

in comparison to a shorter job like on Figure 18 with 96 seconds.

5.3.3 DPP/PSETOP Overhead
In Chapter 3, the interface for DPP was introduced, featuring: PSETOP_ADD, PSETOP_UNION

and PSETOP_SUB. These operations may introduce an overhead over the original implemen-
tation that used MPI World model, specifically the method MPI_Comm_spawn.

Time measurements span from resource request creation to PSetop execution
via MPI Session dyn v2a psetop. Plots include a separate column for combined
MPI Sessions_dyn v2a query psetop and MPI Session dyn finalize psetop calls follow-

ing resource changes (either a PSETOP_ADD or PSETOP_SUB):
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Figure 19: PSETOP Overheads Plot - scalapack - 32 nodes - Grid’5000
PSETOP Overhead Distribution: SuperLU
63.39 [ Min/Max (whiskers)
60 | =1 Median (line)
€ Mean (diamond)
S
1
50 50.18
8 401
c
)
1%
] 31.17
— 30
)
E
= ‘
20 22.10
10
— —— —— —
———
o]
Total PSETOP PSETOP PSETOP Query&
Runtime Add Sub Union Finalize
n=30 n=30 n=30 n=60

Figure 20: PSETOP Overheads Plot - superlu_ dist - 32 nodes - Grid’5000

Figure 19 and Figure 20 display overhead statistics for different types of PSETOP over

10 runs. Runtime fluctuations are observed.

To minimize the effects of fluctuations, if we take the mean values into account, it can

be observed that the biggest overhead is introduced by PSETOP_ADD. This is the operation
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responsible for spawning new processes. It can be compared to a MPI_Comm spawn call in
terms of the main functionality. We compared MPI_Comm_spawn overhead in the original

(static) GPTune version to assess the difference:
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Figure 21: Mean Runtime Comparisons Plot - 32 nodes - Grid’5000
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On Figure 21 there are two subplots comparing the mean of MPI_Comm_spawn in the static
version with PSETOP_ADD in the dynamic version over 10 runs for both examples. Dynamic
versions show a 60% overhead increase for superlu_dist and 30% for scalapack. This

contributes to total runtime increases, as noted in Section 5.3.2.

5.4 Limitations

The evaluations mentioned in this chapter include some limitations. To name two of these:

1. Evaluations regarding runtime are not 100% reproducible: As mentioned in the previ-

ous section, due to existing background noise in the system, runtime of two runs for
either of the examples and versions (original and adapted) can fluctuate significantly
between runs. This can cause both the overall runtime of a GPTune optimization
run and the function evaluations to be different in each experiment. This makes it
particularly difficult to measure things like the overhead introduced relative to the
overall runtime. Therefore we run the experiment regarding time measurements several
times and use mean of the results (see Figure 13, Figure 14, Figure 21) to derive
meaningful conclusions.

2. Problems regarding scalapack example: Adaptations for the scalapack example encoun-

tered issues unidentified during thesis writing. We expect these problems to be related

to the multi-processed nature of the application, specifically race conditions which
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cause this example to hang randomly at times. To ensure reproducible results and sim-
plify testing, a bigger portion of the experiments shown in Section 5.3 uses superlu__dist
example that turned out to be more stable across runs in comparison to scalapack.
Below, Table 1 compares the runtime results of 10 consecutively run experiments for
adapted versions of superlu_ dist and scalapack, showing how superlu_ dist is more

stable in terms of time measurements.

Iteration (n) SuperLU__DIST (s) ScaLAPACK (s)
1 56.02 66.19
2 61.01 96.61
3 54.86 61.49
4 60.57 73.69
5 52.09 59.58
6 50.18 58.11
7 50.24 58.49
8 61.63 65.54
9 51.92 61.13
10 63.39 62.87

Std Dev (o) 4.93 11.45

Table 1: Runtime Results Table - 32 nodes - Grid’5000

The standard deviation of the runtime for scalapack (11.45) is significantly higher than
that of superlu_dist (4.93).The outlier in iteration n=2 for ScaLAPACK (96.61s), likely
influenced by network contention and system noise, differs substantially from other runs

with the same configuration.
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6 Discussion and Future Work

This chapter discusses the results to determine if the initial research objectives were met.

Subsequently, future work on DRM and GPTune is proposed.

6.1 Discussion

In the beginning of this work, there were a few questions set about the outcomes of

dynamic resource management capabilities within GPTune and what type of implications

these would have. The questions were detailed in Chapter 1. Reflecting on these, we arrive
at the following conclusions:

e DPP enhances resource efficiency. Specifically, it decreases the node-hours metric by a
significant amount (~47-76%). While the percentage of improvement can differ across
iterations, the benefits of it increase as the problem size gets bigger.

o Alongside these benefits, there is some overhead introduced with the changes (specif-
ically due to PSETOP_ADD). The overall runtime increases as a result. However, this still
results in lower costs due to how much resource is actually utilized.

e When the runtime is out of the equation, optimization results do not get affected at

least in a negative way. The framework’s functionality remains intact.

Based on these findings, we can conclude that DPP is a viable option for the future of
resource management in HPC systems, provided overall runtime of the program is not
an issue. Its usage within auto-tuning frameworks is particularly important as these tools
are essential pieces of software regarding the optimization of other HPC applications for

their resource consumptions.

6.2 Future Work

The current work on GPTune and DRM capabilities establishes a solid foundation
for future research. These adaptations provide a scaffold for future extensions of DPP
usage within GPTune. One of the potential research areas here can be on conditions
where resource availability is not immediately guaranteed. In our use case, we assumed
immediate and failure-free node allocation by the resource manager. This resulted in the

underlying program to not need to adapt to adverse conditions.

Another possibility would be to extend this work into managing not only compute
nodes but GPU nodes as well. This was not tackled in the current work as the adaptations

made into example applications would have been much more complex to realize.
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Another possibility would be to implement similar adaptations on other auto-tuning
frameworks to enable DRM capabilities. After these adaptations are made, these frame-
works can be compared (e.g. GPTune and OpenTuner) to see which one fits the DPP
approach best.

Another work not directly related to GPTune but DPP overall is to have core-level
resource granularity. This would open up the possibility for higher levels of resource

efficiency.

Lastly, if we think about the issues we faced during the evaluation phase, there
are two topics that could be improved upon. First is regarding the scalapack example.
Changes for this example should be analyzed in detail to identify the causes of potential
race conditions. Second, further exploration of runtime fluctuations is needed. This critical
topic affects both GPTune’s performance and optimization results. Future work could

investigate minimizing network contention effects within distributed architectures.
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7 Summary

Through our work on GPTune and the application of the DPP approach, we explored the
realization of dynamic resource management within an auto-tuning framework to address
static allocation inefficiencies in HPC systems. We addressed the research questions estab-
lished in the introduction concerning resource utilization, overhead, and implementation

challenges.

To answer these questions, we first investigated how GPTune is structured to find out
what the best way would be to introduce the adaptations without breaking the existing
functionality. At this point, we also picked examples that would fit the changes and would

act as good candidates to showcase DRM capabilities.

The resulting adaptations span multiple layers of the software stack. We extended
mpidpy with new Python bindings to enable interaction with the DPP stack, and refac-
tored the start and finalization logic in ScaLAPACK and SuperLU_ DIST to support the
MPI Sessions model alongside changes made into GPTune.

To evaluate our adaptations and answer the initial questions, we conducted experi-
ments on a local Docker Swarm cluster and the Grid’5000 testbed. Evaluations revealed
both the benefits of the adaptations and issues affecting the results. Overall, we were
able to reach our main goal of realizing resource efficiency via dynamic management of
resources.

Finally, we discussed the broader implications of these results, concluding that while
background noise and race conditions remain as challenges, the DPP approach is a viable
path forward for resource efficiency on HPC systems. We also outlined future work, such

as extending DRM to GPU resources and implementing core-level resource granularity.
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List of Abbreviations

DRM : Dynamic Resource Management
DPP : Dynamic Processes with PSets
HPC : High Performance Computing
MPI : Message Passing Interface

PSet : Process set

GP : Gaussian Process

BO : Bayesian Optimization

COL : Cooperative Optimization Language
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Transparency in the use of Al tools

AT tools partially supported the creation of this work. Specifically:

o GitHub Copilot was used during development phase to increase the debugging
speed by creating logging mechanisms in a fast way where using a debugger
would make things harder with multi-processed applications. It also assisted in
creating plot generation scripts in [32].

e Google Gemini was used to improve the grammar and general writing of the
text inside the thesis to make it more appropriate for an academic document
and to increase its comprehensibility by simplifying complex sentences. It was

also used to brainstorm ideas overall.
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Appendix A: Supplementary Material

Docker Cluster Setup
1. Follow the README at https://gitlab.inria.fr/dynres/dyn-procs/docker-cluster to

have the docker swarm cluster ready.

2. After you have dropped into the cluster run the following commands:

cd opt/hpc/build/dyn _procs setup

git checkout gptune

pip install pyomo requests scipy

./install.sh benchmarks gptune examples

./envs.sh --install gptune setup baseline gptune setup

After last command finishes (overall process can take around ~30-45 minutes according
to your computer’s performance and internet connection), you will have the required
dependencies installed. In order to run experiments you can use the following commands:
cd /opt/hpc/build/benchmarks

source /opt/hpc/build/dyn procs setup/envs.sh --load --export gptune setup #

this will set the environment in other nodes
# To run the experiments you need to adapt these 3 commands

# Experiment generation:

python3 generate experiments.py gptune experiment {experiment name} --
num_nodes={num_nodes} --cores per_node={cores _per _node} --ram_per node=1 --
overwrite --verbosity=11

# Running generated experiments:

python3 run_experiments.py gptune experiment
{experiment_name with nodes and cores count suffix} --target=bare-metal --
verbosity=11 --overwrite

# Creating the plots:
python3 plot _experiments.py gptune_experiment
{experiment name with nodes and cores count suffix} --verbosity=11

For more details on the benchmarks repo you can also checkout: https://gitlab.inria.fr/

dynres/applications /benchmarks /- /tree /gptune examples?ref type=heads
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Grid’5000 Setup
Before you can run experiments on Grid’5000, you need to create an account. For infor-

mation on how you can do this, checkout: https://www.grid5000.fr /w/Grid5000:Get

an__account

If you have your account ready you can start with the setup. You first need to setup ssh
keys on your local machine to connect to the grid. Make sure to fill the prompt with your
G5k username:

cat >> ~/.ssh/config << EOF
Host g5k

HostName access.grid5000.fr

User [username]
Host *.g5k

HostName %h

ProxyJump g5k

User [username]
EOF
After this initial setup, you can run ssh nancy.g5k anytime from your terminal to connect
to the grid. Running it will put you into your personal directory on the Nancy site. Now
run the following commands to install the setup repository:
git clone --branch=backends https://gitlab.inria.fr/dynres/dyn-procs/dyn _procs
setup.git dynpkgs
source ~/dynpkgs/bin/dynpkgs.sh
At this moment you are in Nancy site’s frontend. This is where each user connects to the
site. This site can however not be used to run expensive jobs. In order to run experiments
you need to reserve resources. We have a script to automate this process:
dynpkgs env_deploy --nodes=[num nodes] --walltime=[walltime(default=1)]
benchmarks gptune
By running this command you can reserve num_nodes number of nodes for walltime hours
of duration. It might take up to ~15 minutes before execution of the script finishes. After
it is complete, you will be dropped into the first node in the allocation. Parts after this
is similar to the docker cluster setup above. You can follow that section to run dynamic

experiments.

53


https://www.grid5000.fr/w/Grid5000:Get_an_account
https://www.grid5000.fr/w/Grid5000:Get_an_account

However due to technical difficulties, running the static versions of the examples is a bit

different. For this, we are not able to use the mechanism inside benchmarks and need to

run the examples manually. This also means that automatic creation of static experiments
and plots is not possible on the grid (you can still run the experiments there and create
plots locally). Here is how to do it:

1. After you followed the regular Grid’5000 setup, you should have the same structure
with the docker cluster. If you have the /opt/hpc/build/benchmarks directory, it is
probably correct.

2. Go into benchmarks/applications/build/static/examples directory. Here you can find
the directories for each of the example applications: Scalapack-PDGEQRF and
SuperLU__DIST.

3. Inside the respective directories there are files with the name script.sh. This is a
script with a content similar to how the experiment templates are created.

4. You will use this script to run the applications. Make sure to run chmod +x script.sh

to make the it executable if you do not want to specify /bin/bash everytime.

To run it, you need to adapt the content of the scripts to provide information such as node
and cores count, matrix sizes for the applications, task counts etc. In order to run you
also need to provide the hostnames through an environment variable like the following:

export GPTUNE_HOSTS=gros-30:8,gros-32:8 # replace with actual hostnames and slot
counts

&& ./script.sh

Commands above will run one of the example applications (according to which example’s
directory you are in) on nodes provided with GPTUNE HOSTS. After runnning, you can
checkout gptune.db directory in the same level with script.sh to find the JSON file

containing details about the run and optimization results.
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